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Abstract—Magnetic Resonance Imaging (MRI) is highly sus-
ceptible to acquisition artifacts, which degrade image quality
and compromise medical diagnosis. In clinical settings, the
absence of robust recovery methods forces technologists to repeat
corrupted scans, unnecessarily increasing operational costs and
patient discomfort. Although Deep Learning methods have shown
potential for correcting MRI artifacts, their development is
hindered by the limited availability of artifact-corrupted images.
When available, data remain dispersed across hospitals and
cannot be centralized due to privacy and regulatory constraints.
Compounding this, scanner heterogeneity requires models to be
trained on multi-institutional data to achieve efficient correction.

To address these challenges, we propose OHANA, an end-to-end
solution for synthetic artifact generation and correction in multi-
contrast brain MRI. We first introduce a synthetic data generator
that simulates multiple artifact types, creating artifact-corrupted
training datasets. Using this augmented data, we extend MC2-Net
to perform artifact correction across four MRI contrasts. OHANA
also integrates Federated Learning, allowing multiple institutions
to collaboratively train models without sharing data.

Experiments demonstrate that OHANA outperforms state-
of-the-art artifact-correction approaches, achieving a 17.2%
improvement in the Structural Similarity Index Measure. A
radiologist assessed the realism of the generated artifacts and the
diagnostic fidelity of the corrected images. These results highlight
the potential of OHANA to improve medical diagnosis.

Index Terms—MRI, medical imaging, artifact correction,
synthetic data generation, deep learning, federated learning

I. INTRODUCTION

Magnetic Resonance Imaging (MRI) is widely used in
medical diagnosis, providing detailed, non-invasive insights
into human anatomy. However, MRI scans are susceptible to
acquisition artifacts caused by hardware malfunctions, software
glitches, motion, and spatial limitations. These distortions
reduce image quality and may compromise diagnostic reli-
ability [1]. Patient motion is the dominant source of artifacts,
accounting for approximately 95% of cases [2]. Other artifacts,

This work was funded jointly by the EuroHPC Joint Undertaking, through the
European Union’s Connecting Europe Facility and the Horizon 2020 research
and innovation programme, as well as Portugal under the project ”"Operacdo
do Supercomputador Deucalion”. This work was funded by national funds
through FCT — Fundagdo para a Ciéncia e a Tecnologia, L.P., under the support
UID/50014/2025 (https://doi.org/10.54499/UID/50014/2025) (Alicia Oliveira).
This work was supported by FCT IP under Project 2024.09642.CPCA.A1
at Deucalion supercomputer, jointly funded by EuroHPC JU and Portugal
and financed by National Funds through the Portuguese funding agency,
FCT - Fundagdo para a Ciéncia e a Tecnologia, through Ph.D. grant
2025.03394.BDANA (Beatriz Cepa).

including aliasing [3], magnetic susceptibility distortions [4],
and noise interference [5], further degrade image quality.

In clinical settings, the absence of robust recovery methods
forces technologists to repeat corrupted scans, resulting in
extended examination times and increased operational costs.
Motion-degraded images require sequence repeats in up to 20%
of MRI exams, resulting in estimated annual revenue losses of
$115,000 to $139,000 per scanner [6].

Deep Learning (DL) has emerged as a promising approach
for improving MRI image quality by learning to correct artifacts
directly from data [7]. By establishing mappings between
corrupted and artifact-free images, DL-based methods can
restore degraded scans without repeated acquisitions.

A key obstacle in developing artifact-correction models is
the limited availability of corrupted MRI data. Many public
datasets undergo strict quality control, removing images that
contain artifacts. This is especially problematic for artifact
correction, which often requires paired clean scans as Ground
Truth (GT) references [7]. Synthetic data generation methods
address this gap by simulating realistic artifacts to produce
large volumes of corrupted images for training [8].

Another challenge is that medical imaging datasets are
dispersed across institutions and cannot be centralized due
to privacy and regulatory constraints [9]. As scanner and
protocol variability introduce domain shifts, it motivates
multi-institutional training for robust artifact correction. As
such, Federated Learning (FL) rises as an opportunity for
collaboration, i.e., institutions keep data local and share only
model updates [10], [11].

To address these challenges, we propose OHANA, an open-
source! end-to-end solution for synthetic artifact generation and
correction in multi-contrast brain MRI. OHANA integrates two
models within an FL framework: a synthetic data generation
model that simulates motion, aliasing, magnetic susceptibility,
and noise; and an extension of MC2-Net [12] for artifact
correction across four MRI contrasts. In addition to T1-
weighted (T1w), T2-weighted (T2w), and Fluid Attenuated
Inversion Recovery (FLAIR), we include T1-weighted Contrast-
Enhanced (T1CE) scans. While four contrasts were used to
maximize anatomical coverage, OHANA remains applicable
to single- and multi-contrast settings. For collaborative setup,
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OHANA uses FedProx [13] to mitigate heterogeneity across
institutions.

Thus, OHANA is the first solution that simultaneously i)
provides synthetic generation of multiple MRI artifact types,
ii) performs artifact correction across four MRI contrasts, and
iii) enables collaborative training via FL.

II. LITERATURE REVIEW

A. Correction

Motion artifacts. Kiistner et al. [14] implemented a Multilayer
Convolutional Neural Network (CNN) for detecting motion
artifacts in MRI images and developed a retrospective cor-
rection method [15]. However, this method faced challenges
in preserving anatomical features. Johnson and Drangova
[16] employed a Conditional Generative Adversarial Network
(CGAN) [17] to predict artifact-free images, though some
irregularities persisted. Armanious et al. [18] used MedGAN
[19] to achieve strong correction performance, trading off fine
image detail in the process. Lee et al. [12] created MC2-Net
to address motion artifacts in multi-contrast brain MRI, which
exhibited limitations in correcting subtle artifacts.

Aliasing artifacts. Nahas et al. [20] proposed a method
for aliasing artifact detection using a CNN [21] and a U-
Net [22], achieving near 90% accuracy. Lee et al. [23]
created a DL algorithm for aliasing artifact removal in MRI
images, outperforming previous methods that required high
computational complexity, meaning they demanded significant
processing time and computational resources.

Magnetic Susceptibility artifacts. Duong et al. [24] introduced
S-Net for correcting susceptibility artifacts using a CNN [21],
while TS-Net [25] further enhanced it for 3D Echo Planar
Imaging images.

Noise artifacts. Yan er al. [26] presented an unsupervised
method for MRI denoising using content and noise encoders,
but it required a computationally demanding training environ-
ment due to its high parameter count.

B. Synthetic Data Generation

Although artifact correction methods have advanced [12],
[23], [25], [26], they are often trained and evaluated on synthetic
data that does not fully reflect clinical complexity. Most publicly
available synthetic data generation models focus on motion
or noise artifacts, typically under a mild severity level [27].
Aliasing and magnetic susceptibility artifacts are overlooked,
and when synthetically generated, they lack realism [28].

Thus, while previous approaches show limited generalization
to real clinical data and limited effectiveness in correcting
artifacts, OHANA addresses this by introducing a synthetic
artifact generation model that mimics artifact types and a
correction model that leverages this diversity during training.

1II. METHODOLOGY
A. Data Preprocessing

Data preprocessing starts with brain images stored in the
Neuroimaging Informatics Technology Initiative (NIfTT) format
[29]. These volumes are first converted to 2D png format, and
then resized to 256256 pixels to maintain consistency with
the model’s input requirements.

B. Synthetic Artifact Generation Model

The synthetic artifact generation model addresses the limited
availability of MRI datasets containing real corrupted images
paired with GT references. By simulating realistic artifacts,
it produces corrupted—clean image pairs that can be used to
train and evaluate artifact-correction models [30]. The model
incorporates four main artifact generation processes (see Fig. 1).

The generation of metion is based on a Fourier-domain
approach [31], where random rotations and translations are
applied in the frequency domain and transformed back to the
spatial domain to mimic motion effects. These transformations
are controlled by a corruption scheme, which determines the
severity of the resulting ghosting and blurring distortions.

To simulate aliasing, a vertically shifted version of the
original image is created, with the shift amount determining the
extent of the displacement. This shifted copy is then combined
with the original image using a blend factor, which controls
how much the shifted version contributes to the final result [3].

The magnetic susceptibility artifact is modeled by deform-
ing the source image with a spatially varying displacement
field. The strength of this deformation is controlled by the
susceptibility factor, which determines the extent of the local
distortion. This reproduces the geometric warping caused by
magnetic field inhomogeneities [32].

Noise is simulated by drawing samples from a zero-mean
Gaussian distribution [33] and superimposing them onto the
original image. The standard deviation of the distribution
controls the noise intensity, with higher values producing more
pronounced graininess [34].

C. Artifact Correction Model

The correction model is based on the MC2-Net architecture
[12], which combines image alignment and a motion correc-
tion network. In our implementation, we do not use image
alignment; instead, we focus exclusively on the correction
network. To handle four contrasts, the first and last layers
were changed from three-channel to four-channel input/output.
Additionally, the number of convolutional filters was doubled
throughout the correction backbone (from 16 to 32) to increase
feature extraction capacity. The batch size was increased from
1 to 4, which is still relatively small. Group Normalization
was introduced after convolutional layers to improve training
stability with small batch sizes.

The DL-based model consists of an Encoder, a Transformer,
and a Decoder. The Encoder uses 2D convolutions to create
feature vectors for each contrast, which are then concatenated.
These vectors are processed by the Transformer, and the De-
coder reconstructs features using transposed 2D convolutional



layers and Rectified Linear Unit activation. A perceptual loss
computed using a pretrained VGG-16 network [35] was used
to optimize the artifact correction during training. The model
uses the Adaptive Moment Estimation optimizer [36] with a
learning rate of 0.001.

D. Architecture

OHANA implements a unified pipeline for MRI artifact
correction within an FL environment. Fig. 1 illustrates the
architecture in a two-client setup. After the MRI acquisition
(@), the NIfTT volumes are preprocessed (@) to obtain artifact-
free images. These images are then used to generate synthetic
artifacts (@), producing corrupted samples with different
artifact levels. The clean and corrupted images are organized
by contrast and used as input (@) to train the artifact correction
model (@) in a collaborative setup (@). Once the model is
trained, it can be applied to new MRI scans to produce artifact-
corrected images that are suitable for medical analysis (@).

Since clinical data are typically dispersed across institution-
s/clients and cannot be shared, OHANA integrates the synthetic
generation and correction models within an FL environment.
This enables collaborative training without centralizing data,
as each client trains locally and shares only model updates.

In each round, the FL server sends the model to the clients,
who train on their datasets and return updates for aggregation
into a global model. Repeating this process over multiple rounds
progressively improves artifact correction across data sources.

E. Implementation

OHANA’s synthetic artifact generation model was imple-
mented using Python’s Math [37], Nibabel [38], and Pillow
[39] libraries. OHANA’s correction model is implemented in
Python [40], resorting to TensorFlow [41], Keras [42], and
NVFlare [43]. NVFlare allows OHANA to train models on
decentralized data sources without transferring data, ensuring
collaborative real-world applications [43]. Furthermore, we
implement the FedProx [13] algorithm to optimize the FL
process. This algorithm improves the convergence of the DL
model, particularly in heterogeneous environments [11].

IV. EXPERIMENTAL SETUP

OHANA’s correction model was trained using the Brain
Tumor Segmentation Challenge 2021 (BraTS2021) dataset
[44]-[46], which contains preprocessed MRI scans from 1248
subjects, each with four contrasts: T1lw, T2w, FLAIR, and
T1CE. The dataset was partitioned at the subject level, meaning
that each client has access only to data from unique subjects,
i.e., no subject is shared across clients. From these subject-
specific partitions, we extracted 2D axial images, resulting in
a total of 94,848 artifact-free images (23,712 per contrast).
For each contrast, the images were split into 75% for training
(17,784), 15% for validation (3,557), and 10% for test (2,371).

To ensure a fair comparison, all models were trained with
2,223 images per contrast. In the collaborative setup, each
client was assigned the same number of images per contrast.
Consequently, the total amount of training data increases with

the number of clients. In the 8-client setup, the entire training
dataset was utilized (17,784 images per contrast).

For evaluating state-of-the-art implementations, each model
was trained for 500 epochs. In the collaborative setup, the
number of federated rounds was determined based on validation
performance, with 100 local epochs per round fixed to ensure
stable convergence. The tests were conducted on the GPU
partition of the Deucalion supercomputer [47], with each node
having 2x AMD EPYC 7742 64-core 2.25 GHz (512 GB RAM)
and 4 NVIDIA Ampere A100 80 GB GPUs.

V. RESULTS
A. Quantitative Evaluation

Performance was evaluated using the Structural Similarity
Index Measure (SSIM) [48], which quantifies the similarity
between the corrected images and GT counterparts. We also
analyzed the Normalized Mutual Information (NMI) [49]
performance metric, since it captures statistical dependencies
between corrected and GT images independently of intensity
scaling, making it robust to the contrast variations inherent in
multi-contrast MRI.

Comparison with state-of-the-art models. We compare
OHANA against state-of-the-art models designed for artifact
correction in brain MRI images. Specifically, we trained and
evaluated CGAN [16], MC-Net [50], and MC2-Net [12]. Both
CGAN and MC-Net were developed to operate on a single
MRI contrast, and their implementations focus on T2w images.
For consistency and reproducibility, we trained these models
solely on T2w images. In contrast, MC2-Net was designed
to support multi-contrast correction and was trained on T1w,
T2w, and FLAIR images. Results are reported in Table 1.

TABLE I: SSIM results of different correction models. The
Training Images column represents Number of images per
contrast X Number of contrasts.

Model Training Images SSIM
Tiw T1CE T2w FLAIR
CGAN 2223x1 0.8192
MC-Net 2223 %1 - 0.8325 -
MC2-Net 2223x%3 0.9508 0.8424 | 0.9434
MC2-Net4C 2223 x4 0.9573 | 0.8888 | 0.8034 | 0.8222
OHANA 22234 0.9785 | 0.9580 | 0.9418 | 0.9526

Single-contrast models (CGAN and MC-Net) achieved SSIM
scores of up to 0.8325 for T2w correction. Regarding the multi-
contrast model, MC2-Net achieved a high SSIM value for T1w
(0.9508). We also implemented a four-contrast baseline, MC2-
NetdC, that extends the MC2-Net architecture to handle T1w,
T2w, FLAIR, and T1CE contrasts. MC2-Net4C follows the
same training setup, hyperparameters, and data preprocessing
as the MC2-Net, differing only in the number of contrasts
provided as input. This baseline setup allows us to evaluate the
impact of including additional contrasts. Despite this extension,
MC2-Net4C showed lower performance across all contrasts
compared to OHANA (see Figure 2), and lower performance
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Fig. 1: OHANA pipeline with two-client setup, each representing a different hospital (A, B).

on two specific contrasts (T2w and FLAIR) compared to MC2-
Net. Our model achieved the highest SSIM scores across all
contrasts, with T1w reaching 0.9785.

Artifact-Free Artifact-Corrupted

Corrected MC2-Net4C Corrected OHANA

e R we W

TICE

S$SIM 0.7821 SSIM 0.8929

. S8IM0.9492

Fig. 2: Analysis of motion correction: MC2-Net4C vs OHANA
in T1CE contrast.

Regarding NMI, the single-contrast models, CGAN and MC-
Net, achieved lower values, ranging from 0.7012 to 0.7294 for
T2w. MC2-Net achieved NMI scores of 0.7391-0.7668, while
MC2-Net4C showed a slight drop, with NMI ranging from
0.7237 to 0.7523. In contrast, OHANA achieved the highest
NMI across all contrasts, ranging from 0.7812 to 0.7932.

Collaborative Setup. As the number of clients increased (up
to 8, each using 4 GPUs), the total number of training images
also grew, reflecting the aggregated contributions of each client.
Since each client holds a unique subset of images, with no
overlapping patient data between clients, this setup promotes
better generalization across diverse data distributions. The
results are presented in Table II.

SSIM scores demonstrate a continuous improvement as the
number of clients increases, as expected, since the training
dataset is expanded and greater variability is introduced
across individuals. The 8-client configuration achieved the
highest SSIM scores, reaching 0.9858 for the T1w contrast.
Figure 3 presents examples of image correction in an 8-client
collaborative setup for various artifacts: motion in T1w, noise in
T1CE, aliasing in T2w, and magnetic susceptibility in FLAIR.
As shown, the corrupted images present substantially lower
SSIM values compared to their corrected counterparts.

TABLE II: SSIM results of OHANA in collaborative setup for
different numbers of clients. The Training Images column
represents Number of images per contrast X Number of
contrasts X Number of clients.

Clients | Rounds | Training Images SSIM
Tiw | TICE | T2w [ FLAIR
2 3 2223 x4x2 0.9821 | 0.9611 | 0.9576 | 0.9616
5 2223 x4x4 0.9843 | 0.9627 | 0.9585 | 0.9657
8 8 2223x4x8 0.9858 | 0.9697 | 0.9666 | 0.9673
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Fig. 3: Image correction of OHANA in an 8-client collaborative
setup for: motion (T1w), noise (T1CE), aliasing (T2w) and
magnetic susceptibility (FLAIR).

NMI scores followed a similar direction to SSIM, increasing
with the number of clients. In the 2-client setup, NMI
values ranged from 0.7921 to 0.7993, improving to 0.7976-
0.8001 with 4 clients. The best results were obtained with 8
clients, achieving values between 0.8081 and 0.8216, indicating



enhanced capture of mutual information across all contrasts.

B. Qualitative Evaluation

To evaluate visual perception, a radiologist with experi-
ence interpreting brain MRI images assessed the synthetic,
artifact-free, and artifact-corrected images. The evaluation was
conducted for the synthetic artifact generation and correction
models. Images were rated based on two criteria (see Table
IID): i) the realism of the synthetic artifacts, using an ordinal
scale from 0 (“weak artifact generation”) to 3 (“strong artifact
generation”); and ii) the effectiveness of the corrections,
using an ordinal scale from O (“weak artifact correction”) to 3
(“strong artifact correction”).

TABLE III: Qualitative evaluation criteria and scoring scales
used by the radiologist.

Score \ Synthetic Artifact Realism \ Correction Effectiveness

Ineffective correction
Partial correction

Mostly effective correction
Highly effective correction

Weak artifact realism
Limited realism
Realistic artifacts
Highly realistic artifacts

W= O

To compare MC2-Net4C and OHANA corrections, a radi-
ologist assessed 120 T1CE images balanced across artifact
types and severity, and representative examples are presented
in Figure 2. Examination of the T1CE-corrected images reveals
that the correction produced by OHANA was more effective,
receiving the highest score (3) for correction realism due to its
close resemblance to the artifact-free reference. MC2-Net4C
was rated lower (2) due to visible residual motion traces.

To evaluate the performance of the synthetic artifacts
generation and OHANA models, a radiologist assessed 720
images balanced across artifact types and severity, with
examples illustrated in Figure 3. Among the synthetic artifacts
generated, motion and noise were perceived as the most
realistic, receiving the highest scores (3), reflecting their
resemblance to clinical artifacts. These distortions reproduced
the spatial inconsistencies and intensity variations observed in
corrupted MR images. The aliasing and magnetic susceptibility
artifacts were also considered visually plausible, although
slightly less rigorous, earning moderate to high scores (2).

Analyzing the OHANA correction, motion and aliasing
artifacts were perceived as the most successfully corrected,
each receiving the highest correction realism score (3) due
to the restoration of clinically relevant structural details and
their close resemblance to the artifact-free references. Noise
correction also achieved a high score (3), with minimal residual
graininess. The correction of magnetic susceptibility artifacts,
while still effective, was rated slightly lower (2) due to subtle
distortions around tissue contrast regions.

VI. DISCUSSION

The centralized results demonstrate that OHANA generalizes
well across multiple MRI contrasts and delivers superior artifact
correction compared to state-of-the-art models, as shown in
Figure 2. OHANA achieves consistent improvements across all

contrasts, with T2w improving from 0.8424 to 0.9418 (+11.8%)
compared to MC2-Net and from 0.8034 to 0.9418 (+17.2%)
compared to MC2-Net4C. In terms of NMI, OHANA attains
the highest scores across all contrasts, increasing from 0.7668
to 0.7932 (+3.44%) relative to MC2-Net and from 0.7523 to
0.7932 (+5.44%) relative to MC2-Net4C.

In a comparison between centralized and collaborative
versions of OHANA, the collaborative version consistently
achieves higher performance. Notably, with eight clients, T2w
shows the largest gains: SSIM increases from 0.9418 to 0.9666
(+2.63%) and NMI from 0.7993 to 0.8216 (+2.79%).

In the collaborative setup, as the number of clients scales
from two to eight, the SSIM increases from 0.9576 to 0.9666
(+0.94%) for the T2w contrast. This collaborative version
benefits from broader data distributions, enabling more effective
model refinement and improved generalization. In Figure 3,
the corrected images show a clear restoration of anatomical
structures and a substantial increase in SSIM compared to the
corrupted inputs.

Overall, the qualitative assessment confirms the quantitative
results, indicating that OHANA produces visually consistent
corrections across different artifact types and MRI contrasts.

VII. CONCLUSION

In summary, OHANA provides a collaborative framework
for artifact generation and correction in brain MRI. First, the
synthetic artifact generator produces corrupted images that
closely resemble artifacts, enabling effective training of artifact-
correction models. Second, the correction model consistently
outperforms state-of-the-art methods across all MRI contrasts
in single- and multi-client settings. Finally, OHANA maintains
performance as the number of clients and training samples
increases, highlighting its potential for real-world deployments.
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